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Abstract—Network survivability is a crucial requirement in
high-speed optical networks. Typical approaches of providing
survivability have considered the failure of a single component
such as a link or a node. In this paper, we motivate the need
for considering double-link failures and present three loopback
methods for handling such failures. In the first two methods,
two edge-disjoint backup paths are computed for each link for
rerouting traffic when a pair of links fails. These methods re-
quire the identification of the failed links before recovery can
be completed. The third method requires the precomputation
of a single backup path and does not require link identification
before recovery. An algorithm that precomputes backup paths for
links in order to tolerate double-link failures is then presented.
Numerical results comparing the performance of our algorithm
with other approaches suggest that it is possible to achieve almost
100% recovery from double-link failures with a moderate increase
in backup capacity. A remarkable feature of our approach is that
it is possible to trade off capacity for restorability by choosing a
subset of double-link failures and designing backup paths using
our algorithm for only those failure scenarios.

Index Terms—Double-link failure, link protection, loopback re-
covery, shared risk link group, wavelength division multiplexing
(WDM), 3-edge-connected graph.

I. INTRODUCTION

THE explosive growth of the Internet has fueled intensive
research on high-speed optical networks based on wave-

length-division multiplexing (WDM) technology. WDM tech-
nology harnesses the large bandwidth of the optical fiber, which
is of the order of several Terabits/s into a few tens of wave-
lengths, each of which can be operated at electronic rates of a
few Gb/s. Point-to-point WDM links with several tens of wave-
lengths have been deployed by carrier networks.

Recent advances in optical routing and switching are enabling
the transition from point-to-point optical WDM links to true op-
tical networking by performing optical routing. In this technique
called wavelength routing, wavelengths can be independently
routed from an input port to an output port. With the potential
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development of optical switches that are capable of dynamically
reconfiguring the routing pattern under electronic control, the
flexibility provided by the network is dramatically increased. In
a dynamically configurable wavelength-routing network, light-
paths or all-optical circuit-switched paths can be provided on a
demand basis, depending on traffic requirements.

As wavelength routing paves the way for network through-
puts of possibly hundreds of Tb/s, network survivability as-
sumes critical importance. A short network outage can lead to
data losses of the order of several gigabits. Hence, protection
or dedicating spare resources in anticipation of faults and rapid
restoration of traffic upon detection of a fault are becoming in-
creasingly important. According to [1], the overall availability
requirements are of the order of 99.999% or higher.

Survivability is the ability of the network to withstand equip-
ment and link failures. The main goals of survivable network
design are to be able to perform rapid restoration at as small a
cost as possible (i.e., using minimum resources). Node equip-
ment failures are typically handled using redundant equipment
within the node (including redundant switches) [2]. On the other
hand, link failures, which are by far the most common failures
in optical networks, occur due to backhoe accidents and are typ-
ically dealt with by allocating redundant capacity on other net-
work links and switching the affected traffic to the redundant
capacity. This mechanism in which redundant capacity, or pro-
tection capacity, is preallocated for use when a link fails is called
protection. In this paper, we restrict ourselves to the case of link
failures.

Protection mechanisms are broadly classified as path protec-
tion or link protection, depending on where protection switching
is done [3]. In link protection (also called loopback protection),
alternate paths (distinct paths for each wavelength, in general),
called backup or protection paths, between the end points of
each link are precomputed. Upon the link’s failure, all of the
lightpaths using the link (called primary or working lightpaths)
are switched at the end-nodes of the link to their corresponding
backup lightpaths. The portion of the working lightpaths ex-
cluding the failed link remains the same. In contrast, path pro-
tection entails the end-to-end rerouting of all working lightpaths
that use the failed link along precomputed backup lightpaths.1

Here, the entire route of the working lightpaths may be changed.
In order to save cost, the protection capacity can be shared be-
tween paths (or links, in link protection) that are known to not
fail simultaneously. However, capacity sharing also leads to in-
creased switching times because the switches on the backup
path must be configured after the failure happens.

1More general segment protection techniques in which a segment (a set of
contiguous links) is protected are also possible.
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The flexibility of rerouting a lightpath on an end-to-end basis
in path protection could lead to a lower protection capacity re-
quirement. However, it may require the end-nodes of all failed
lightpaths to be notified of a link’s failure, if the end-to-end
rerouting is failure-dependent. On the other hand, link protec-
tion may require more protection capacity because of reduced
flexibility in rerouting, but can be much faster as it uses only
local knowledge around the failed link and can perform the
switching at a lower layer (the link layer, as opposed to the path
layer), thus reducing the amount of signaling performed after
a failure occurs and providing the potential for much faster re-
covery than shared path protection schemes.

Rings have been especially attractive because of the avail-
ability of exactly one backup path between any two nodes,
leading to simple automatic protection switching mechanisms.
Both link and path protection require the reservation of 50%
of the total capacity for protection purposes. Rings which
automatically restore traffic are called self-healing rings. More
recently, attention has focused on mesh networks partly because
of the increased flexibility they provide in routing connections
and partly because the natural evolution of network topologies
leads to a mesh-type topology. While protection in mesh net-
works can potentially be more efficient, it is more complex as
well because of the multiplicity of routes which can be used
for recovery.

In this paper, we focus on loopback techniques for protec-
tion from double-link failures. While a significant amount of
work exists on protection from single failures, research results
on protection schemes for handling multiple failures are rela-
tively scarce. In the following, we motivate our work and out-
line related previous work.

A. Motivation

In the future, lightpath services with differentiated protection
guarantees are likely to be offered. One may then consider var-
ious classes of protection, such as protection from two or more
failures, protection from single failures, and no protection. As
mentioned above, fiber cuts are common failure scenarios in
optical networks. Normally, recovery from such an occurrence
is completed within a few milliseconds to a few seconds, de-
pending on the mechanism used for recovery. However, the
time it takes to repair the cut may be a few hours to a few
days. It is certainly possible for one (or even more) cut(s) to
happen in this duration, thus requiring protection from multiple
failures.

Another reason for considering protection from multilink
failures is the way optical links are laid. The physical routing
of links is typically dictated by rights of way which are often
obtained from railroad and pipeline companies [4]. As an
example, a link from New York to Boston and from New York
to Washington may be physically routed together for some
distance, e.g., along the Lincoln Tunnel. The notion of Shared
Risk Link Groups (SRLGs) has been introduced to capture this
observation. An SRLG is a group of links that share the same
risk, i.e., may fail together at the same time [5]. Thus, even a
single accident can actually result in the failure of multiple links
in the network. For example, Fig. 1 shows a possible physical

Fig. 1. (a) A physical routing topology. (b) The connectivity graph.

routing topology and the corresponding graph that represents
node connectivities. In this example, a single backhoe accident
may lead to the failures of both links AD and BD in the graph
topology. Here, links AD and BD are said to be in the same
SRLG.

While SRLGs may consist of more than two links and not all
link pairs may form an SRLG, we believe that our work here
is among the first to systematically address the problem of pro-
tection of multiple link failures. We present a brief review of
related literature next.

B. Related Previous Work

Prior work that is related to our paper falls into two categories:
loopback recovery methods for single-link failure protection
and path protection techniques for protection from double-link
failures.

Considering link protection techniques for mesh networks
first, one approach is to use ring-like protection mechanisms
by embedding cycles on a given mesh topology. Suppose the
network is represented by a directed graph (digraph). Recovery
from single-link failures requires the graph to be 2-edge con-
nected,2 so let us assume that a 2-connected digraph is given. In
the oriented cycle double cover (OCDC) method of [6], [7], the
links of the digraph are covered by two directed cycles such that
each link is covered by a cycle in each direction exactly once.
A set of cycles that has this property can be found in polyno-
mial time for planar graphs [7] (i.e., graphs that can be drawn
on a plane without intersecting edges), but no polynomial-time
algorithm is known for nonplanar graphs.3 On each link, exactly
half of the wavelengths are set aside for protection and half are
used for working traffic. Consider the undirected link AB (that
includes the directed links AB and BA) and suppose that it is
a part of two cycles and , where is a cycle that in-
cludes directed link AB and is a cycle that includes directed
link BA. Then, all of the working wavelengths from A to B are
backed up by the protection wavelengths from A to B on cycle

, and all working wavelengths from B to A are backed up by
the protection wavelengths from B to A on cycle . The advan-
tage of this technique lies in the fact that the protection switches
can be preconfigured, and no signaling is required upon failure
of a link.

2A graph is said to be k-edge connected if the removal of any k edges does
not disconnect the graph. We will drop the term “edge” and simply refer to it as
k-connected henceforth.

3According to [7] and the references therein, CDCs (where each link is cov-
ered by two undirected cycles) cannot be found only in topologies that are un-
likely to occur in practice. However, the existence of a CDC in itself does not
guarantee the existence of an OCDC, i.e., it may not be possible to assign di-
rections to each cycle appropriately. Note that OCDCs are required for 2-fiber
networks, but CDCs are sufficient for 4-fiber networks.
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Apart from the drawback of not being able to guarantee re-
covery when the graph is nonplanar, the above technique has the
disadvantage of requiring wavelength conversion when there is
a single fiber in each direction of a link [8]. Accordingly, another
method of link protection was presented in [8]. In this method,
instead of forming cycles, a 2-connected directed subgraph
that covers all nodes is obtained. Another subgraph , which
is similar to except that the directions of the edges are re-
versed, is also immediately obtained. On each fiber, half of the
wavelengths are working and the other half are reserved for pro-
tection. Furthermore, the wavelengths that are reserved for pro-
tection in the edges in are the working wavelengths in
and vice versa. Then, a failure of an undirected link AB can
be recovered as follows. Suppose the working wavelengths on
directed link AB belong to and those on directed link BA be-
long to . The working wavelengths on directed link AB are
recovered using the protection wavelengths on directed path AB
in subgraph . Similarly, the working wavelengths on directed
link BA are recovered using protection wavelengths on directed
path BA in subgraph . This method is applicable to nonplanar
graphs as well.

A variation of the above method has recently been presented
[9]. There, the authors propose a new algorithm to find the
backup digraph (i.e., ). A goal of [9] is to find the min-
imal backup digraph, i.e., a digraph that contains the smallest
number of edges while still covering all the nodes. Then, those
edges that are not in the backup digraph need not be allocated
protection capacity and the capacity thus freed up may be used
for traffic that does not require protection. In spite of that, pro-
tection for all working traffic can be guaranteed [9]. Note that
the problem of finding the minimal backup digraph contains
the problem of finding whether a Hamiltonian cycle4 exists in a
digraph, which is a well-known NP-complete problem [10].

These methods for link protection are designed for single link
failures. In [9], some work that compares the recovery perfor-
mance of current protection methods under double-link fail-
ures was presented. However, this begs the question of how
link protection schemes should be designed in order to tolerate
double-link failures. This topic is our focus in the current paper.

Related work on using path protection for double-link failure
recovery can be found in [11], where the authors presented ex-
perimental results on the amount of protection from double-link
failures that single-link path protection approaches can provide.
Design methods for path restoration of service paths are pre-
sented in [12]. Span restoration of double-link failures where
the failing links are incident on the same node are presented
in [13]–[15]. Finally, capacity optimization using integer linear
programs (ILPs) are presented in [16].

The rest of the paper is organized as follows. In Section II, we
present some possible approaches for loopback recovery from
double-link failures. Of the approaches is a novel one which re-
quires the computation of a single backup path for each link. An
algorithm for determining the backup path is presented in Sec-
tion III. Numerical results comparing the algorithms with pre-
vious algorithms for single-link failures are presented in Sec-
tion IV, and the paper is concluded in Section V.

4A Hamiltonian cycle in a graph is a cycle that covers all of the graph nodes.

II. DOUBLE-LINK FAILURE RECOVERY APPROACHES

We now present some general approaches that can be used
for rerouting traffic around failed links. Because capacity be-
tween different backup paths may be shared, failure recovery in-
volves post-failure signaling, in general, to configure the cross-
connects along the backup paths. While it is possible that a sep-
arate backup path can be chosen as detour for different wave-
lengths on the same failed link,5 all of our approaches assume
that all wavelengths on a single link are rerouted along the same
backup path. We also assume, without any loss in generality, that
all links have the same working capacity. The backup capacity
needed on a link depends on the selection of backup paths.

In this paper, we assume that any two links may fail. It is
straightforward to modify our recovery mechanisms when only
a subset of link pairs may fail. Let be the graph rep-
resenting the node connectivity of the network. Note that for the
graph to remain connected when any two edges fail, the graph
must be 3-connected. For simplicity of explanation, let us as-
sume this to be the case. When this is not the case, protection
from the failure of some edge pairs (viz., the edge cuts of size
2) is not possible. By Menger’s theorem [17], a graph is -con-
nected if and only if there exist edge-disjoint paths between
every pair of nodes in the graph. It is also possible to find these
edge-disjoint paths easily (e.g., by a simple application of the
Ford–Fulkerson max-flow algorithm [17]).

The following approaches are possible. All of them require
the identification of failed links except for the last one, which
does not.

A. Method I: Recovery With Link Identification—I

Here, two edge-disjoint backup paths, a primary6 backup path
and a secondary backup path are computed for each

edge . The existence of these paths is guaranteed by Menger’s
theorem, and, as mentioned above, the paths can also be easily
determined.

When fails, the primary backup path is used for
rerouting. At the same time, all nodes in the network are
informed of the failure through signaling. Note that the backup
path rerouting is done in parallel with the signaling, and it is
possible that recovery from ’s failure is completed before ’s
failure is broadcast to all nodes. Now, suppose a second edge
fails. This failure is notified to all nodes as before. If the primary
backup path does not use , then is used to reroute
the traffic on , else is used. This is possible because the
end-nodes of know which link has failed previously.

There are two cases possible when fails: does not lie on
or lies on . In the former case, will continue

to be used for . Note that, if and share links, then
the protection capacity that must be reserved on the common
links is twice the link working capacity because it has to carry
the working traffic of both and . When lies on and
the information about ’s failure reaches the end-nodes of ,

5Note that recovery may be somewhat slower in this case because the
switching of signals to backup paths must spatially occur before the multi-
plexing of wavelengths onto the fiber.

6This is not to be confused with a primary path which is sometimes used to
refer to a working path.
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Fig. 2. Rerouting with link identification—II.

these nodes switch the traffic originally on from to
(which is disjoint with because and are edge-
disjoint). Observe that the knowledge of which links lie on a
backup path is necessary to carry out this process.

The amount of signaling that this scheme requires is roughly
equal to what is necessary in path rerouting but fewer switches
may need to be configured in the link rerouting scheme. More-
over, backup capacity must be preallocated on both and

since each of them may be active at different times, and
the capacity cannot be shared between them because they are
link-disjoint.

B. Method II: Recovery With Link Identification—II

This is the same as the previous method except for the fol-
lowing. Suppose, without loss of generality, that does not
use . When fails, and if lies on , is used to back
up both the working traffic on as well as the backup traffic
rerouted on . Thus, the working traffic originally routed
on is now routed on . This scenario is
shown in Fig. 2.

Note that this scheme still requires that the end-nodes of
know that has failed, although the failure of need not be
known by nodes other than its end-nodes for recovery to be com-
pleted. The cost for this is the possibly increased path length for
the backup of the traffic originally routed on . Here, the backup
capacity that is required on is twice the working capacity.
This capacity is required even if the links on are not used
as backup for any other link (unlike in the previous case). This
is because these links carry ’s as well as ’s working traffic.

C. Methods I-a and II-a

We now introduce two variants of the above methods that im-
prove the protection capabilities of those methods. Consider the
motivating example network shown in Fig. 3. Only link 3 has
two edge-disjoint backup paths, and

. The other links have only one backup path available be-
tween their end-nodes. Let us say . Suppose link
1 fails first. Then, the traffic on that link would be rerouted along
links 2 and 3 (in both methods). Now, suppose link 3 fails. The
original traffic on that link would be rerouted along links 4 and
5 (in both methods). But, according to Method I, the traffic orig-
inally on link 1 (which would be disrupted because of link 3’s
failure) would have to be dropped now because link 1 does not
have a second backup path. If Method II were used, however, the
traffic originally on link 1 would be restored by routing along

Fig. 3. Example showing that Methods I and II can be improved.

links 4, 5, and 2. The situation would be reversed if link 3 fails
first and link 1 fails later. In this case, Method I can successfully
restore the traffic on link 3, but Method II cannot.

In order to recover from such situations, we slightly modify
Methods I and II and call these Methods I-a and II-a. In Method
I-a, we use Method I, and, if it is not possible to restore some
traffic, we try Method II. Thus, in the above example, under
Method I-a, when link 1’s failure is followed by link 3’s, Method
II would be invoked for restoring traffic on link 1. In Method
II-a, we apply Method II first, and if this is not successful we
use Method I. It is easy to make the necessary modifications in
the signaling protocol to implement these variants.

The backup paths can be easily determined for all of the above
methods. However, these methods require a substantial amount
of signaling for the identification of failed links and subsequent
switching of traffic to the “correct” backup path. We next present
a novel method that uses a single backup path for each link that
is preselected such that all of the traffic over a failed link can be
switched to its backup path. Note that, since there is no choice in
identifying the correct backup path at the time of failure, there
is no need for any signaling for failure identification.

D. Method III: Recovery Without Link Identification

Let us explain our method by assuming general SRLGs, as it
is general enough to be applicable in such situations. Let

, where , be the set of SRLGs,
i.e., for each , , there exists a fault scenario that
causes all of the links (and only those links) in to fail. Since
it is possible that an edge may occur in more than one SRLG,
we do not assume that , .

Suppose we have found a backup path for each link, and let
denote the backup path for link . Let
be the set of links in the SRLGs that contain link . Then,

in order to recover from the failure of any SRLG, an approach
(which we call the naive approach) is to find that does not
use any link from , i.e., . This condition
is a very stringent one as it may not be possible to find backup
paths for a large majority of the links. For example, if we want
to protect from every double-link failure, then we cannot find a
backup path for any edge if we use the naive approach.
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Fig. 4. Rerouting after both e and f fail together.

Our approach here is as follows. Recall that is the set
of links in the SRLGs to which belongs. Let us further define

to be the set of links in the SRLGs that contain both

and , i.e., . Suppose we can find
a backup path for such that, for any link ,

does not use any link in . Then, we can recover
from the failure of any SRLG containing as follows. The end-
nodes of switch the traffic (both working and protection) on

to . If there is a link that fails, then
the end-nodes of switch the traffic to its backup path .
Recovery would be successful because the backup paths have
been designed such that does not use any link in .
Our approach is illustrated in Fig. 4 where and belong to the
same SRLG.

Let us now restrict ourselves to arbitrary link-pair failures.
Then, we have , , and

, and the backup path design condition reduces
to: if lies on , then should not be on . Readers may
note that this method is very similar to Method II. This is indeed
true, and the following are the differences. In Method II, each
link has two backup paths. Thus, if fails after fails,
all of the traffic on can be switched to either or ,
because one of these is guaranteed not to contain . However,
whether or is chosen depends on which link failed
earlier (i.e., what is), which is where the signaling requirement
comes from. Contrast this with Method III which has a single
backup path for every link. Thus, the traffic on is switched to

regardless of which link failed earlier.
Since the backup paths are predesigned, the protection ca-

pacity that must be allocated on each link can be easily deter-
mined. For example, the following procedure can be used to al-
locate the capacity on an arbitrary link . We assume that every
link has the same working capacity.

• If is not part of any backup path, then no protection
capacity is needed.

• If is part of the backup path of exactly one link, say ,
and, if is not on any link’s backup path, then the protec-
tion capacity needed on is equal to the working capacity
on any link. On the other hand, if lies on the backup
path(s) of one or more links, then twice the link working
capacity must be reserved on . This is because, if is car-
rying rerouted traffic from some other link failure when it
fails, then that rerouted traffic and the working traffic on
must both be rerouted along which contains .

• If is on the backup paths of two or more links, then twice
the link working capacity must be reserved for protection
on .

It is possible to obtain such rules for the previous two schemes
as well, since all paths are precomputed, and the algorithm for
rerouting is also predecided.

An important issue in this recovery method is the selection of
backup paths. Recall that in the previous two methods, one only
needed to compute two link-disjoint backup paths for each link,
and this is easily done.7 In the third method, however, we need
only a single backup path for each link, but the backup paths
of the various links must satisfy the following condition: if
contains , then must not use .

It is not clear if such a set of backup paths can be computed
even if a graph is 3-connected. In the next section, we present
an algorithm for computing backup paths for links as desired.

III. ALGORITHM FOR BACKUP PATHS

In this section, we formulate the problem of computing
backup paths as required by Method III described above and
present an algorithm to compute the backup paths. We assume
that a graph representing the network is given and assume
that any two arbitrary links in may fail.

A. Problem Formulation

As mentioned earlier, there exist double-link failures that
cannot be tolerated by any algorithm if the graph is not
3-connected. However, it is not known if backup paths can be
precomputed for every link as required by Method III, even if
the graph is 3-connected. In any case, many practical network
topologies are not 3-connected (including some of the ones
we consider in the next section). Therefore, we consider the
more practical problem of computing backup paths such that
the maximum possible number of double-link failures can be
tolerated.

Formally, we seek an answer to the following problem: Max-
imum Arbitrary Double-Link Protection Problem (MADPP).
Given , find a backup path for each link such that
the set has minimum
cardinality, where and are two arbitrary links in .

Note that is exactly the set of link pairs whose failures
cannot be tolerated by Method III. In order to convey the dif-
ficulty in finding a satisfactory backup path assignment, con-
sider the example graph of Fig. 5. An optimal solution (where

) can be obtained by defining backup paths as:
, , ,
, , and .

Note that finding an optimal solution even for a simple net-
work topology such as the one in Fig. 5 is not easy. For example,
if one were to follow a greedy approach (e.g., pick an arbitrary
edge and find a backup path; then pick an arbitrary new edge and
find a backup path which does not violate the condition in the
MADPP statement, and so on), it would often lead to a dead-end,

73-connectivity is assumed here. If not, then no scheme can tolerate the failure
of all double-link failures, but it is possible to find two edge-disjoint paths for
those links that do have two edge-disjoint paths in polynomial time by using the
max-flow algorithm.
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Fig. 5. Example graph for which an optimal backup path assignment exists.

i.e., a violation of MADPP condition occurs for some link, and
one would have to backtrack.8

We conjecture that the MADPP problem is NP-hard. In the
following, we present a heuristic algorithm called the Maximum
Arbitrary Double-Link Protection Algorithm (MADPA). This al-
gorithm will be shown to give excellent results in Section IV.

B. Maximum Arbitrary Double-Link Protection Algorithm
(MADPA)

Ours is a recursive algorithm whose operation can be summa-
rized as follows. It works by contracting the graph according
to a set of rules, computing backup paths for the links in the
contracted graph, and then mapping these backup paths back to
the original graph.

Since almost all existing network topologies are 2-connected,
we will assume that is 2-connected throughout this section.
The algorithm is organized in four phases.

1) Phase 1: Preprocessing: In this phase, is preprocessed
in the following way. If a node has only two adjacent nodes
and , then delete node and merge the edges and
to form a single edge . If has such a node, note that the
failure of both edges and cannot be tolerated by
any algorithm. Let the graph after this preprocessing be and
observe that 2-connectivity is still maintained after this phase.

2) Phase 2: Contraction: In this phase, we contract the
graph in a succession of steps using a set of prioritized
rules. The rules are the result of an extensive investigation of
various cases that arise in the computation of backup paths.
At each step of this phase, we have a graph , and a new
contracted graph is obtained by using one of the four
rules given below. The rules are prioritized such that Rule 1 is
applied first if possible, else Rule 2 is applied if possible, and
so on. The contracting phase stops when, for some , has
only two nodes. The specific sequence of rules that was used in
contracting to is also kept track of in this phase.

Rule 1: If there is a pair of nodes and connected by two
or more edges in , we form by merging and into a
single node and removing the edges between and . This is
illustrated in Fig. 6.

Rule 2: If there are three nodes , , and such that the
degree of each node is exactly 3 and , , and are neighbors
of each other, then is obtained as follows. , , and are

8Readers are invited to try and obtain a correct backup path assignment
without looking at the assignment given here!

Fig. 6. Contraction by Rule 1.

Fig. 7. Contraction by Rule 2.

Fig. 8. Contraction by Rule 3.

merged into a single node called with three edges incident
to it as shown in Fig. 7.

Rule 3: If there are three nodes , , and such that they are
adjacent to each other, and the degree of (at least) one of the
three nodes is greater than 3, the contraction is done through
a two-step process. Suppose, without loss of generality, that
has degree greater than 3. In the first step, is contracted by
merging and into a single node , resulting in a new graph
which we call . In the second step, Rule 1 is applied to
the pair of edges between the nodes and in to form

. This rule is illustrated in Fig. 8 where the degree of is
assumed to be 4.

Rule 4: Find an arbitrary edge and obtain by
merging and into a single node , and deleting the edge

. Other edges that are incident to either or in are
incident to node in .

As noted earlier, the contracting phase stops when there are
exactly two nodes in for some .9 Before describing the third
phase, which is the expansion phase, we make a couple of ob-
servations. First, note that is 2-connected for .
This is because is 2-connected and the application of any
of the contraction rules to get from , , pre-
serves 2-connectivity. Consequently, has two nodes with two
or more edges between them.

In the expansion phase of the algorithm, described next, we
present how assigned backup paths are mapped from to

.
3) Phase 3: Expansion: In this phase, backup paths are first

assigned to , and is expanded in a sequence of steps to
by reversing the sequence of rules used in the contraction phase
to obtain . In the following, we assume that a backup path
assignment for some , is given, and we show
how is expanded to and backup paths are mapped from

9It is easy to see that we will end up with two nodes eventually if the con-
tracting rules are applied to any 2-connected graph G .
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Fig. 9. Expansion by Rule 1. Case 1 is shown.

to . We also show how backup paths for the edges that
appear in but did not exist in are assigned. Recall that
our goal is to assign backup paths as required by Method III, i.e.,
if the backup path of link uses , then we would like the backup
path of not to use . The backup path assignment during the
expansion phase is done with this goal in mind.

If was obtained from by using contracting rule
, then the expansion is done by using the

expansion rule described below.
In the following, we let denote the backup path for edge

in . In all of the rules below, if does not pass through
any nodes that are merged in getting from , then
is kept the same as .

Rule 1: In this case, is expanded to by making two
nodes and and inserting the edges between and that
were deleted in the contraction phase. Let the number of edges
between and be (see contraction Rule 1).

This expansion rule is illustrated in Fig. 9. We distinguish
between the cases and .

1) .
If passes through node , then is set to

(if is necessary; note that some backup
paths may not need to use as shown in Fig. 9), otherwise
set to . Then, we set . For

, any path between nodes and (other than ) is
used as a backup path, if one exists. Otherwise, is used
as the backup path for , and we note that the failure of

and together cannot be tolerated. It can be shown
that if , then there is a 2-edge cut in , and
therefore the failure of those two edges cannot be tolerated
by any algorithm.

2) .
Let be the edges between nodes

and . If passes through node , then is
set to (if is necessary), otherwise set

to . For the edges , the backup
paths are assigned as follows: ,

, .
Our backup path assignment according to Rule 1 has this

property: if backup paths are assigned successfully to tolerate
the maximum number of double-link failures in , then
the backup paths in also tolerate the maximum number of
double-link failures. This can be easily observed from the way
the backup path assignment was done using Rule 1; if there are
two edges and between and in , and if uses ,
then we made sure that does not use .

Rule 2: In , let us denote edge by , edge by
, and edge by . Let the other three edges incident at

nodes , , and be denoted by , , and , respectively.
Note that these edges were the only ones incident to node
in .

Fig. 10. Notation for expansion by Rule 2.

We observe that the backup path for edge in uses
exactly one of the two edges and . A similar observation
can be made for and as well. Among the edges in ,
some backup paths do not pass through node , and, for
these edges, the backup paths are the same in as in .
A backup path in that does pass through node uses
exactly two of the edges , , and . Let denote an
edge such that uses and , denote an edge such
that uses and , and denote an edge such that

uses and . The notation for the labeling of edges is
illustrated in Fig. 10.

Without loss of generality, two cases arise: 1) uses ,
uses , and uses and 2) uses and
uses , and uses . In case 2), the case of

using , instead, can be handled in a similar way. (Note that the
failure of and is not tolerated in case 2). All other cases
can be reduced to one of these two by relabeling edges.)

We now provide the backup path assignment for the edges
in :

Case 1)

and

Once again, if backup paths in have been optimally
designed, then the backup paths in are also optimal in the
sense that is vulnerable to no more double-link failures
than . This is because, as in expansion by Rule 1, we
made sure that, if uses , then does not use
for any two edges , . It is obvious that this condition is
satisfied for the backup paths of , , , , , and .
For , the backup path uses ; let us now show
that does not use assuming backup paths were
computed successfully in . In , uses
(by definition of ), so does not use . From the
assignment of given above, it follows that does
not use . Similar properties can be shown for and as
well.
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Fig. 11. Expansion by Rule 3, Step 1.

Fig. 12. Expansion by Rule 3, Step 2.

The backup path assignments in Case 2) are as follows.
Case 2)

and

Note that, as a result of this process, the failure of and
together would not be tolerable.

Rule 3: Recall that the contraction Rule 3 was a two-step
process wherein contraction Rule 1 followed the merging of
two nodes and (see Fig. 8). Without loss of generality, sup-
pose that obtained from using contraction Rule 3 is as
shown in Fig. 11. The backup paths in are assigned by
using expansion Rule 1, Case 1), except that we avoid using
for , if possible. Suppose that some backup paths in

use (and none use ) after expansion Rule 1, Case 1)
is applied to . Then, set .

We now explain how backup paths are assigned in . The
reader is referred to Fig. 12. For all edges in except ,

, and , we set , if is necessary,
else set . Now, set . Also,
set , if is not in . Otherwise,
set . For , we try to find a
path between nodes and in such that it does not use

, , or any edge such that uses . If such a path
is available, set . Otherwise, we simply set

and note that the failure of and together
cannot be tolerated by our algorithm. This is because uses

and uses .

Rule 4: If contraction of was done using Rule 4, then we
assign backup paths for as follows. Recall that contraction
Rule 4 merged two adjacent nodes and . Let be
the edge between and in . For the edges in , the
backup paths in simply add to their backup paths in
if necessary, otherwise use their backup paths in as they
are. Let be the set of edges that added to their backup paths.
We then try to find a backup path for without using any edge
in . If such a path is found, then our backup path assignment
is successful. If not, find some backup path for that uses at
least one edge from . If this case happens, then the failure of

and any of the edges from that are used in cannot be
tolerated.

4) Phase 4: Postprocessing: Once the backup paths for
are assigned, they are mapped to backup paths in in a straight-
forward way. Suppose node was deleted and edges and

were merged into edge in the preprocessing phase.
Then, if a backup path uses edge in , they are mapped
to the same path in except that and are used in

. For the backup paths of and , the backup path of
in is used for one of them, say . For ,

we simply find an arbitrary backup path. Note that any such
path uses so the failure of and would not
be tolerable.

This completes the description of our algorithm for com-
puting backup paths for Method III. In the next section, we
present numerical results that illustrate the restoration perfor-
mance of the methods.

IV. NUMERICAL RESULTS

In this section, we present some numerical results comparing
the performance of the various algorithms.

A. Network Topologies and Performance Metrics

For Methods I, I-a, II, and II-a, described in Section II, we
computed two edge-disjoint backup paths (excluding ) be-
tween the end-nodes of every edge if such paths are possible,
otherwise we computed a single backup path. A single path
was always possible for all of the networks that we considered
because all of them are 2-connected.

For Method III, we implemented our algorithm (MADPA),
the backup paths resulting from the WDM loopback recovery
method of [8] (WL), and a shortest backup path algorithm (SP).
In the shortest backup path algorithm, a shortest path to be used
as backup is found between the end-nodes of every edge. We
do not present results for the backup paths resulting from the
OCDC method [7] because that algorithm is guaranteed to pro-
vide a backup path for every edge only when the graph is planar,
and we do consider a nonplanar topology example.

The following performance measures are used in the com-
parison:

• Protection capacity: this is the capacity that must be re-
served for protection on all of the links. Some of the re-
covery methods are not capable of performing individual
wavelength recovery, but perform fiber recovery. These
methods require that an entire fiber in each direction be
dedicated for working traffic, if wavelength conversion has
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to be avoided [8]. We measure capacity by the number
of network links that do not require backup capacity, the
number of links that require 100% backup capacity (i.e., a
backup capacity equal to 100% of link working capacity),
and the number of links that require 200% backup ca-
pacity. The backup capacities are obtained according to
the procedure outlined in Section II.

• Restorability: the restorability is the fraction of the number
of double-link failures that can be protected from. We con-
sider the order of failure of the two links here, hence the
number of failures is for arbitrary double-link
failures, where is the number of links. Note that, if the
graph is not 3-connected, some double-link failures cannot
be tolerated by any algorithm. This number can be easily
computed by finding the number of edge cut-sets of size 2,
i.e., finding the number of pairs of edges whose deletion
would disconnect the graph.

• Worst-case and average hop-length: once again, the order
of failure of the links is taken into account. The worst-case
hop length is the largest number of links used in rerouting,
over all possible failures, i.e., the number of extra links
that are used to reroute the traffic when two links fail. The
average hop length is the average over all of these failures.

• Worst-case and average number of cross connections: the
number of cross-connections is the number of optical cross
connects (OXCs) that need to be signaled and configured
on the backup path. The number of cross connections can
be considerably larger than the hop length for the fol-
lowing reason. The hop length is the number of hops on the
detours that result after both links fail. On the other hand,
the total number of cross connections after both links fail is
the sum of the number of cross connections that need to be
performed after each of the two link failures. For example,
one might expect Method I to have a short hop length, but
Method I may require the backup path for an edge to
be changed from to . If and are the hop
lengths of and , then the maximum hop length
for the backup path of is . On the other hand,
the number of cross connections to handle the failure of
is .10

We note that Methods I and II may use shorter hop lengths,
but may require considerably more signaling for failed link iden-
tification and, as we will see, for cross connections as well. We
do not present results for recovery time in this paper as that
would require an accurate model for computing recovery time,
which is beyond the scope of this paper.

We report results for three example network topologies that
have been studied in the literature (for example, see [9]). These
network topologies are shown in Figs. 13–15.

The following notation is used in the tables. The average
and worst-case hop lengths are denoted by and , re-
spectively; the average and worst-case number of cross connec-
tions are denoted by and , respectively; and the
number of links with 0%, 100%, and 200% backup capacities
are denoted by , , and , respectively. For conve-

10We assume here that all intermediate nodes (OXCs) on a backup path must
be configured.

Fig. 13. ARPANET network.

Fig. 14. NJ LATA network.

nience, we also give the total backup capacity
required by each method. The number of double-link

failures restorable by the given algorithm is denoted by . For
the algorithms, I, I-a, II, and II-a are used to denote Methods I,
I-a, II, and II-a, respectively, and WL, SP, and MADPA denote
the use of these algorithms for computing link backup paths in
Method III.

B. Arbitrary Double-Link Failures

We assume that any pair of links may fail in any order here.
The results for the 32-link ARPANET network are given in
Table I. The number of link pairs (taking order into account) is
992, and the number of ordered two-edge cut-sets is 0, leaving
all 992 ordered double-link failures potentially recoverable.
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Fig. 15. National network.

TABLE I
COMPARISON OF ALGORITHMS: ARPANET

TABLE II
COMPARISON OF ALGORITHMS: NJ LATA

TABLE III
COMPARISON OF ALGORITHMS: NATIONAL NETWORK

We next present results for the NJ LATA network in Table II.
This network has 23 links, and the number of ordered link pairs
is 506. The number of ordered 2-edge cut-sets is 6, leaving 500
ordered pairs of link failures to be potentially recoverable.

Finally, Table III shows the results for the National network.
This network has 44 links and therefore 1892 ordered link pairs.

The number of ordered 2-edge cuts is 24, leaving a total of 1868
ordered double-link failures to be potentially recoverable.

We make the following observations from these results. As
expected, Methods I-a and II-a provide almost 100% protection
against double-link failures. Recall that we have not considered
the number of double-link failures that would disconnect the
graph (i.e., the edge cuts of size 2) in computing the restorability.
They also have small average hop lengths, only slightly more
than the hop lengths for Method III with the shortest backup
paths. However, we note that they require a larger number of
cross connections to be performed on average. Combined with
the fact that they need signaling for failed link identification, the
capacity and hop-length advantage that these methods provide
may not offset the amount of signaling that is required.

In Method III, as expected, SP results in shorter backup paths
and requires fewer cross connections than WL and MADPA.
Surprisingly, MADPA actually requires fewer cross connections
than WL in two of the topologies. Readers may observe that the
maximum backup path lengths sometimes exceed the number
of nodes in the results above. For instance, the maximum hop
lengths for MADPA and WL in the ARPANET are larger than
the network size of 20 nodes, indicating that some nodes are
traversed more than once in the backup paths. This is because
of the loopback procedure employed by Method III. Recall that,
if fails first and fails later, the final backup path of is

, and there could be overlap between and .
MADPA provides better protection against double-link fail-

ures than WL and SP. In fact, the effectiveness of MADPA can
be gauged from the fact 100% restorability was possible in two
of the topologies (98.8% in the ARPANET). The higher restora-
bility that MADPA provides comes, of course, at the cost of
higher protection capacity.11 If we look at the protection capac-
ities (denoted by in the tables) for the three networks, we
observe that the required protection capacities in the Arpanet
are 60, 57, and 64 for WL, SP, and MADPA, respectively. Thus,
MADPA requires 6.7% more capacity than WL and 12.3% more
capacity than SP, while both WL and SP protect 94.5% of all
link pairs as against 98.8% for MADPA. Similar results can be
observed for the NJ LATA network as well, where the corre-
sponding capacity percentages are 27.8% and 9.5%, and restora-
bility percentages are 96.4%, 96.8%, and 100%, respectively. In
the National network, the corresponding capacity percentages
are 15.9% and 10%, and the restorabilities are 97.3%, 97.8%,
and 100%, respectively.

Notice that SP and WL provide surprisingly large restora-
bility values (94%–98%). This is because our failure model al-
lows an arbitrary pair of links to fail, and most pairs of links are
such that neither lies on the other’s backup path. However, if
there is a correlation between link failures and we only consider
protection from a smaller subset of link pairs—for example, if
the two links that fail together are incident on the same node
or are not far apart—then the restorability for SP and WL is
expected to decrease because most of the unrestorable double-
link failures are from such a set. However, as we show below,
MADPA’s restorability remains largely unaffected by this. In

11Note that the backup capacities for SP and WL were obtained considering
double-link failures and are therefore more than corresponding results for
single-link failures.
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TABLE IV
RESTORATION PERFORMANCE FOR CORRELATED LINK FAILURES: ARPANET

TABLE V
RESTORATION PERFORMANCE FOR CORRELATED LINK FAILURES: NJ LATA

TABLE VI
RESTORATION PERFORMANCE FOR CORRELATED LINK FAILURES: NATIONAL NETWORK

fact, when double-link failures are restricted such that the failing
links have a common node, it is possible to predesign backup
paths using the contraction/expansion procedure12 to guarantee
100% restorability [13], [15].

C. Correlated Double-Link Failures

We show in Tables IV–VI the restorability of the various pro-
tection methods when the two link failures are correlated. We as-
sumed the following model for correlation in the absence of any
published literature on this topic. Consider two links
and and define the distance between these two links
as the fewest number of links between the nodes and , and

, and , and and . For example, the distance between two
links that share a node is 0. In the results below, we consider the
distance between links as a parameter and assume that the two
links that fail are separated by a distance no more than . For a
distance of , the number of link-pairs (including cut-sets) sep-
arated by is shown first (Link-pairs) and the numbers of these
link-pair failures that are restorable by each method are also
shown. Observe that, in the tables, the last row corresponds to
the maximum distance between link-pairs for the corresponding
network topology, and the restorability values are the same as
those shown in Tables I–III where arbitrary double-link failures
were assumed.

The superior restorability performance of MADPA (among
the algorithms for Method III) is evident from the tables.13 For
example, when the two failing links are neighbors, the restora-
bility of WL, SP, and MADPA are, respectively: 72.2%, 72.2%,

12This algorithm is different from MADPA.
13As remarked earlier, Methods I, I-a, II, and II-a provide excellent restora-

bility but at the expense of a significant amount of signaling overhead.

and 95.8% in the ARPANET, 87.4%, 88.4%, and 96.8% in the
NJ LATA network, and 81.9%, 81.9%, and 95.8% in the Na-
tional network. The restorability of all of the methods increase
as the distance between the failing links increases, for the reason
already explained; nevertheless, MADPA continues to outper-
form the other methods.

V. CONCLUSION AND FUTURE WORK

Network survivability is a crucial requirement in high-speed
optical networks. Typical approaches of providing survivability
have considered the failure of a single component such as a link
or a node. In this paper, we motivated the need for considering
double-link failures and presented some loopback methods for
handling such failures. Among these is a novel method that re-
quires the preselection of a single backup path for each link such
that no two link failures can disrupt traffic.

An algorithm that precomputes backup paths for links in
order to tolerate double-link failures was then presented.
Numerical results comparing the performance of our algo-
rithm with other approaches suggests that it is possible to
achieve almost 100% recovery from double-link failures with
a modest increase in backup capacity. A remarkable feature
of our approach is that it is possible to trade off capacity for
restorability by choosing a subset of double-link failures and
designing backup paths using our algorithm for only those
failure scenarios.

In this paper, we have presented methods to recover from arbi-
trary double-link failures without considering the minimization
of capacity as an objective. Protection from double-link failures
while minimizing capacity and further exploring the tradeoff be-
tween capacity and restorability is an interesting topic for fu-
ture study. Some work considering capacity minimization has
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already appeared [16]. Future work may also consider other
failure models such as general SRLG sets. In particular, a model
that considers the failure of all links incident to a node (arising
from the node failure case) may be useful in recovery without
using redundant nodal equipment.
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